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Abstract. Cloud resource providers are putting more and more emphasis on effi-
ciently management the resources of their data centers to achieve high utilization
while minimizing energy consumption. Despite these efforts, an analysis of re-
cent data center traces reveals that the utilization of CPU and memory resources
has not improved significantly over the past decade. Resource overcommitment
is a promising approach to improve resource utilization, because most work-
loads show a significant gap between their guaranteed and actually consumed
resources. A wrong prediction of the actual usage, however, can lead to a severe
performance degradation on overloaded nodes. Combining resource overcommit-
ment with live migration of tasks can alleviate the situation, but its prohibitively
high cost has so far prevented a wide adoption. Recent and rapid advancements
in networking technology, however, are changing the status quo. With through-
puts surpassing 100 Gb/s in 2021, even large tasks can be migrated within a few
seconds. In light of these improvements, we believe it is time to rethink the ap-
plication of resource overcommitment and live migration to improve data center
resource utilization. Based on real-world cluster traces published by Google in
2019, we show that combining resource overcommitment with task live migra-
tion can reduce the mean task turnaround time by 16%, demonstrating that further
research in this direction is both warranted and promising.
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1 Introduction

Due to the huge benefits of flexibility and efficiency, many users and organizations
have come to cloud computing to either use or service various products [14,18]. During
this trend, virtual machines (VMs) have been the fundamental unit of cloud computing
with the advantages of security, performance isolation, and ease of management [5].
Nowadays, the growing popularity of resource-intensive applications such as artificial
intelligence (AI), machine learning (ML), and big data analytics demand larger VM
instances to accommodate their workloads. There is a clear trend of increasing instance
sizes to run resource-intensive applications; the median memory size of a VM in AWS
EC2 catalog is 64GB, and VMs with a memory size above 32GB in Microsoft Azure
see an increase from about 5% [3] to 10% [4] of all instances.
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Despite the growing demand for computing resources, machines in the data cen-
ters still suffer from low resource utilization. The recently published cluster trace from
Google [16] reveals that the average utilization of CPU and memory stagnated at the
60% level, indicating significant room for improvement. Other providers such Microsoft
Azure [7] and Alibaba [9] report similarly low average resource utilization.

Under utilization is typically caused by tasks that reserve more resources than they
actually use. Since tasks are scheduled onto a machine based on the requested resources,
it is not easy to avoid under utilization if the total sum of requested resources are to fit
within the node’s capacity. To tackle this issue, resource overcommitment [8] became a
promising solution to improve the resource utilization. However, the huge gap between
the reservation and the actual usage makes seamless overcommitment challenging. An
inaccurate prediction of resource usage causes a waste of resources when overestimated,
or a performance degradation when underestimated. Since no prediction can be perfect
every time, load balancing the key to achieve high utilization of nodes [12].

Live migration enables load balancing and is thus a promising solution to alleviate
the problem of low resource utilization. A task is live migrated from one machine to
another by copying its entire volatile state, i.e., its memory, from one machine to another
and thus is a resource-intensive operation in itself. With typical virtual machine memory
sizes reaching 64 GiB, however, migrating a task can take several minutes and is thus
not typically used for load balancing.

Recent advancements in networking technology change this situation. With the ar-
rival of Terabit Ethernet [15], even large tasks can be migrated within a few seconds,
opening up new possibilities for resource overcommitment and load balancing. An in-
teresting question in this context is by how much resource utilization can be improved
in such environments. This paper explores this question by simulating the execution of
a 2019 Google cluster trace in a data center cluster with an 100Gb/s interconnection
network.

The remainder of this paper is organized as follows: Section 2 discusses VM live
migration and the 2019 Google cluster trace. Section 3 explains our simulator in de-
tail, and Section 4 analyzes the experiments conducted with the simulator. Section 5
discusses related works, and Section 6 concludes this paper.

2 Background and Motivation

2.1 Cluster Scheduler and Scaling

The job of the cluster scheduler is to place incoming jobs on the cluster’s nodes to im-
prove throughput, turnaround time, and overall resource utilization. A job often com-
prises multiple tasks that each can be placed on different nodes. A node executes mul-
tiple tasks in parallel to maximize resource utilization and job throughput. Finding the
proper balance when co-locating tasks is an important task of the cluster scheduler.

A major challenge in designing a cluster scheduler is accurately predicting the re-
source demands of each task. The mismatch between reservation and actual usage of
resources makes it difficult to maximize the utilization of a cluster. For example, despite
a task requesting 4 CPUs and 8 GiB of memory, the actual resources usage can be much
lower than the requested amount of resources.
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Task migration is an important tool to correct load mispredictions and allows re-
balancing the load of each node. However, due to the high cost of migration, cluster
schedulers try to minimize the number of migrated tasks. Instead, after assigning tasks,
horizontal or vertical scaling or a combination of both [1,13] are used to achieve higher
utilization. While these techniques can exploit slack caused by low average utilization,
such scaling techniques are challenging to be applied during load spikes [2].

2.2 VM Live Migration

VM live migration is a useful technique that enables relocating a running VM to another
node without a significant downtime. It is especially useful when a cluster has to change
the placement of VMs for load balancing. With VM live migration, a task running on a
heavily loaded node is migrated to a lightly loaded node to utilize resources better and
improve overall task completion time.

A challenge with VM live migration for load balancing is reducing the total time of
the migration itself. Migrating a VM requires sending a copy of the entire VM state to
the destination node; for current VMs, this can take several minutes even with 10 Gb/s
networks. A fluctuating resource usage of a task also makes applying VM live migration
difficult. If migration takes too long to complete, the VM can be migrated at the wrong
time, resulting in a waste of resources.

Due to its prohibitively high cost, in general, VM live migration is not used for load
balancing purposes [7]. The rising popularity of fast networks, however, is bringing this
cost down by several orders of magnitude. It is thus important to re-evaluate live migra-
tion as a load balancing tool. Currently, network performance doubles every few years;
network throughputs of 100 Gb/s are now available for inter node data transfer [15].
Such fast network dramatically reduce the overall VM migration time and thereby make
live migration for load balancing feasible [11]. Considering such technique employed
in data centers, operators may need to rethink the use of VM live migration for load
balancing.

2.3 Google Cluster Trace 2019

Google has published cluster traces of their warehouses in 2011 [17] and 2019 [16]. In
this paper, we use the cluster trace published in 2019 for our analysis. The main content
of the cluster trace is per-task resource usage over time. The trace includes 5-minute
averaged normalized CPU and memory usage with percentile values. By summing up
the resource usage of tasks running on the same node, we can compute the total re-
source usages of each node over time. To analyze potential improvements in resource
utilization, we simulate an overcommitted data center with and without live migration.

3 Cluster Simulation

To test the hypothesis of this work, we have implemented a cluster simulator. The sim-
ulator simulates a given number of heterogeneous physical machines for a number of
tasks that are described in terms of their resource usage over time. In the following, the
design and implementation of our simulator are explained in detail.
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3.1 Simulation Parameters

The simulator is controlled with three main parameters. The overcommit factor deter-
mines by how much the resources of a physical node can be overcommitted. With an
overcommit factor of 2, for example, the resources of a node can be reserved up to 200%
of its actual capacity. The overcommit factor is a key parameter that significantly affects
node utilization during the simulation. The migration parameter that controls whether
tasks are allowed to be live migrated to other nodes for load balancing purposes. The
epochs parameter, finally, sets the duration of the simulation in epochs. The number of
simulated expochs should be sufficiently high to allow most tasks to terminate.

3.2 Tasks and Machines

Every task is associated with a resource reservation request and a resource utilization
history. The resource reservation request defines how the amount of resources that the
task reserves on a node. The resource utilization history of a task reflects the actual
resource utilization of the task over time. Physical nodes are defined with a certain
amount of resources. The sum of all co-located tasks’ resource reservations on a node
must not surpass the amount of resources multiplied by the overcommit factor. If the
sum of the co-located tasks’ actual resource utilization at a given point in time exceeds
the physically available resources, the tasks experience a performance degradation (see
below). All resources, resource requests, and resource utilizations are normalized to the
largest amount of resources available in a single node.

3.3 Task Arrivals

We assume that all tasks are submitted at the beginning of the simulation (epoch 0).
This is to have a large pool of schedulable jobs ready to get a better understanding the
effect of live migration and resource overcommitment on the utilization of a data center.
Simulations with task arrivals over time are left for future work.

3.4 Task Performance Degradation

As stated above, the sum of co-located tasks’ resource reservations never exceeds the
node’s resource multiplied by the overcommit factor. It is, however, possible that the
accumulated resource usage of all co-located tasks for a given epoch surpasses the
physically available resources of the node. This situation is called overload. Since all
resource metrics are normalized, overload factor is identical to the total of all co-located
task’s resource utilization. Whenever overload occurs, all co-located tasks on the over-
loaded node experience a performance degradation. The In this work, we slow down
all co-located tasks equally by dividing the resource utilization by the overload factor.
For example, if four co-located tasks request 50% of the physically available CPU re-
sources on a node (an overload factor of 2), each task receives only 50/2 = 25% CPU
resources, effectively, halving their performance.
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3.5 VM Live Migration Duration

For slower networks, the duration of live migration is an important metric since at least
one full copy of a task’s volatile state needs to be copied from the source to destination
node. In dependence of the live migration algorithm, a significantly larger amount of
data may get transferred [10]; this is especially true for algorithms based on pre-copy
that that iteratively send the modified data from the source to the destination node [6].

With network bandwidths approaching (or even exceeding) 100 Gb/s, live migra-
tion becomes “instant” for most practical purposes. A VM with 64 GiB of RAM, for
example, can be migrated in less than 10 seconds even when assuming a duplication
factor of 1.5 for pre-copy (i.e., copying 96 GiB of data). Since the sampling interval of
Google’s trace data with one sample per 5 minutes is significantly larger, we ignore the
duration of live migration in this work.

3.6 Simulation Procedure

The simulator runs from epoch 0 to epochs as defined in the simulation parameters
(Section 3.1). We only consider CPU and memory resources in this work; other re-
sources such as network bandwidth are left for future work. At the start of each epoch,
overcommitment and VM live migration are simulated as follows:

1. Migration candidate selection. In this first step, all nodes are checked for overload
by summing up the current resource usage of each co-located task. The co-located
tasks of a node are visited in random order. As soon as overload occurs for either
the CPU or memory resource, the current and all following tasks are marked as
migration candidates.

2. VM live migration. In this step, the simulator tries to migrate all migration can-
didates to nodes with sufficient resources. The simulator tries to migrate each can-
didate task a node with idle resources; the order in which the nodes are visited is
random. If no machine can host the task without getting overloaded, the task is not
migrated and stays on its initial node.

3. Task scheduling. After all migration candidates have been processed, the scheduler
tries to place tasks from the job wait queue onto the cluster. Tasks in the wait queue
are not reordered, i.e., task scheduling stops at the first task that cannot be mapped
onto the cluster anymore.

4. Proportional scheduling. In this last step, the performance of overloaded nodes
is adjusted to simulate performance degradation. All co-located tasks on an over-
loaded node progress with the reciprocal of the overload factor for this epoch.

3.7 Implementation

The simulator is implemented in Python.
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Table 1: Task completion and turnaround time in dependence of the over-commit factor.

Completion Time Turnaround Time

x1.0 x2.0 x2.5 x3.0 x3.5 x1.0 x2.0 x2.5 x3.0 x3.5

Median 7 8 9 12 14 38 10 11 13 15

Mean 39.4 40.6 43.1 46.2 50.4 2191.3 70.1 60.5 63.5 67

95%ile 77 82 89 98 109 9923 269 189 195 204

99%ile 645 647 698 658 742 11579 1284 980 965 981

Std. Dev. 250.5 250.9 252.4 251.8 255 3446.6 289.8 268.8 268.3 270.3

Table 2: Task completion and turnaround time depending on task live migration.

Completion Time Turnaround Time

W/o Migration W/ Migration W/o Migration W/ Migration

Median 9 7 11 9

Mean 43.1 40.7 60.5 50.7

95%ile 89 87 189 145

99%ile 698 653 980 823

Std. Dev. 252.4 253.1 268.8 260

4 Evaluation

For the evaluation, we simulate 20 physical nodes and 400’000 tasks randomly selected
from the 2019 Google Cluster Trace [16]. We first analyze how the overcommitment
factor and task live migration affect the simulation in Section 4.1. Next, we investigate
resource utilization over time with and without live migration in Section 4.2.

4.1 Task Completion and Turnaround Time

Table 1 shows the effects of different overcommit factors without task live migrations.
The completion time denotes the time from then the task is scheduled to its completion.
The turnaround time, on the other hand, reports the time from the task’s submission
time to its completion, i.e., includes the wait time between submission and the start of
the execution. The results show that no overcommitment is best for tasks (as there is no
performance degradation) but seriously harms the throughput of a data center. As the
overcommit factor is raised, the data center’s throughput increases significantly with a
moderate increase in task completion time. We also observe that too much overcommit-
ment starts to hurt data center performance but is still well above no overcommitment
at an overcommit factor of 3.5.

Next, we analyze the effect of task migration on completion time and turnaround
time. Table 2 shows the results for an overcommitment factor of 2.5 with and without
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(a) Without task live migration (b) With task live migration

Fig. 1: Node CPU utilization heatmap with and without task live migration.

(a) Without task live migration (b) With task live migration

Fig. 2: Node memory utilization heatmap with and without task live migration.

task migration. We observe live migration that both completion time and turnaround
time improve with live migration. The mean completion time is reduced by 5% while
the mean turnaround time decreases by 16% compared to no task migration. While these
numbers seem moderate, the benefits in terms of cost and energy savings are significant
at warehouse-scale.

4.2 Resource Utilization

Cluster resource utilization and task throughput are visualized by Figures 1 and 2. The
figures show heatmaps of CPU and memory utilization for simulations with an over-
commit factor of 2.5 with and without task migration. Since all tasks are assumed to be
submitted at the beginning of the simulation, the cluster utilization is high during the
first 2500 epochs even without migration. We observe, however, that even in such an
extreme scenario, it is not easy to continuously and fully utilize all resources of a node
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without migration. With live migration, on the other hand, we clearly see that tasks are
migrated to less-loaded nodes and thus, the overall utilization of the cluster goes up.
Most tasks in the Google Cluster Trace are short-lived with a few very long running
tasks. We observe that with live migration, most short-lived tasks are scheduled and
complete by epoch 2500 during which the cluster utilization is close to 100%. After
epoch 2500, few long-lived tasks keep running. Without live migration, on the other
hand, cluster utilization is much lower on average during the first 2500 epochs. This
effect is observable for both CPU and memory resource.

4.3 Discussion

The simulation in this work-in-progress paper are admittedly limited. Both the simu-
lator itself, and the simulated scenario can be improved. Nevertheless, we believe that
these initial results reveal the potential of live migration in fast networking environ-
ments. In future work, we plan to extend our simulator to include more realistic task
scheduling and migration policies and also account for the overhead of live migration.
This will require finer-grained resource usage statistics since the 5-minute interval of
the Google Cluster Trace does not allow exact modeling of performance degradation
under overload or live migration scenarios.

5 Conclusion

In this paper, we have shown that new and faster network technologies allow for a
renaissance of live migration for load balancing and, thus, better resource utilization
in data centers. Using real-world task traces provided by Google, our simulations show
that live migration has the potential to significantly improve overall resource utilization,
task completion time, and task turnaround time. For future work, we plan to extend our
simulator into a full-fledged cluster simulator to serve as a test bed for exploring new
algorithms and policies for live migration, job placement, and overcommitment.
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