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Abstract—We propose a code scratchpad memory (SPM) management technique with demand paging for embedded systems that
have no memory management unit. Based on profiling information, a postpass optimizer analyzes and optimizes application binaries in
a fully automated process. It classifies the code of the application including libraries into three classes based on a mixed integer linear
programming formulation: External code is executed directly from the external memory. Pinned code is loaded into the SPM when the
application starts and stays in the SPM. Paged code is loaded into/unloaded from the SPM on demand. We evaluate the proposed
technique by running 14 embedded applications both on a cycle-accurate ARM processor simulator and an ARM1136JF-S core. On
the simulator, the reference case, a four-way set-associative cache, is compared to a direct-mapped cache and an SPM of comparable
die area. On average, we observe an improvement of 12 percent in runtime performance and a 21 percent reduction in energy
consumption. On the ARM11 board, the reference case run on the 16-KB four-way set-associative cache is compared to the demand
paging solution on the 16-KB SPM, optionally supported by the cache. The measured results show both a runtime performance
improvement and a reduction of the energy consumption by 23 percent, on average.
Index Terms—Compilers, postpass optimization, code placement, demand paging, scratchpad memory, embedded systems.
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INTRODUCTION

runtime performance and reducing energy
consumption in mobile embedded systems remains a
hot topic. Excluding peripherals such as LCD displays, the
memory subsystem consumes a substantial portion of the
total device power. Keeping the most frequently accessed
data close to the CPU avoids costly accesses to the next level
in the memory hierarchy and thereby improves runtime
performance and energy consumption. Therefore, system
designers implement hierarchical memory systems with the
fastest, most expensive and smallest memory located closest
to and the slowest, cheapest, and biggest memory farthest
from the CPU.
The level-one (L1) memory is usually either implemented
as a hardware cache or as scratchpad memory (SPM).
Hardware caches are mostly transparent to the application,
however, their behavior is unpredictable to the programmer
and the cache management logic and parallel subbank
accesses consume a significant additional amount of energy.
SPM, on the other hand, provides a fixed access latency at a
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low energy consumption, but its contents need to be
managed by software. To use the SPM efficiently frequently
accessed code and/or data needs to be placed in the SPM
which requires a careful analysis of the application’s memory
access patterns prior to its execution.
While desktop systems execute a wide variety of
applications that would be difficult to profile and optimize,
embedded systems often serve a specific purpose. Software
is configured and installed on the device before it ships and
is rarely changed thereafter. This allows the designers to
customize embedded applications to a particular hardware
configuration. Therefore, the use of scratchpad memory in
embedded systems is widespread. Examples of processors
with SPM include some ARMv5 cores [1], ARMv6 cores [2],
Intel’s IXP Network Processor [3], the XScale processor [4],
Philips’ LPC3180 microcontroller [5], and many more.
Previous studies [6], [7], [8], [9], [10], [11], [12], [13], [14],
[15], [16], [17], [18] propose various approaches to map
code and/or data to the SPM with the goal of reduced
energy consumption or increased runtime performance.
Dynamic SPM allocation techniques utilize the given SPM
space better than static techniques which map the most
frequently executed parts to the SPM and do not change its
contents thereafter. Nevertheless, only a few studies [10],
[14], [18], [19] address dynamic code mapping. While the
dynamic approaches in [14] and [18] are fully automatic,
they require analysis of the application’s source code, and
thus, cannot handle library code unless the source code of
the library is available. In [19], the authors use program
traces to compute the most beneficial set of basic blocks and
could, therefore, handle libraries. However, their framework does not produce executable images; instead, it
Published by the IEEE Computer Society
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analytically computes the expected performance and energy metrics. The approach presented in [10], finally,
focuses on high-end embedded systems with a memory
management unit (MMU).
In this work, we propose a fully automatic code SPM
management technique with demand paging for low-end
embedded systems that, due to power and die area constraints, do neither have an MMU nor a data cache but only an
instruction SPM. A postpass optimizer analyzes application
binaries including libraries. Based on profiling information, it
determines the instruction fetch count for each code block. A
mixed integer linear programming (ILP) formulation approximates our demand paging algorithm and takes the SPM size
plus the size and instruction count of each code block as
inputs. It classifies each code block into one of three classes:
External code resides in and is executed directly from external
memory. Pinned code is loaded into the SPM when the
application starts and is SPM-resident for the whole duration
of the application’s execution. Paged code, finally, is loaded
into and unloaded from the SPM on demand while the
application is running. The SPM itself is divided into two
areas: the part that contains the pinned code and the part that
contains the execution buffer. The execution buffer can be
viewed as software-managed buffers that are used to hold
paged code at runtime.
To increase the utilization of the SPM, the postpass
optimizer extracts natural loops from the code and
abstracts them as separate code blocks. The ILP solver
can thus assign the less frequently executed sequential code
before and after the loop body to the external memory,
and only the natural loop with a high fetch count per
instruction is loaded into the SPM. While the location of
external and pinned code is constant over the course of an
application’s execution, paged code may reside in the
external memory or be present the SPM’s execution buffer.
Control transfers (i.e., branches) to paged code must be
intercepted at runtime and, if necessary, the branch target
must be loaded into the execution buffer before its code can
be executed. For this purpose, the postpass optimizer links
a small paging manager to the application binary that
intercepts control transfers to paged code, keeps track of
the contents of the execution buffer, and loads paged code
into the SPM on demand. To avoid costly runtime checks,
the paging manager maintains a jump table that transfers
control directly to the paged function as long as it is present
in the SPM.
The contributions of this paper are as follows: First, our
approach is based on compiler postpass optimizations that
operate directly on the object code or binary executable
image. This makes our technique applicable to whole
programs, including libraries.
Second, our postpass optimizer extracts natural loops
from the application binary and abstracts them as functions. This technique is similar to function abstraction or
function outlining [20]. While placing loops in the SPM is
similar to the loop cache approach [21], [22], our placement
is controlled at runtime by software which makes more
effective use of the SPM.
Third, we approximate the dynamic code mapping for
demand paging with a mixed integer linear programming
(ILP) formulation. The classical 0-1 Knapsack formulation is

extended to model our demand paging mechanism. The
solution of the mixed ILP formulation determines a
suboptimal placement of the outlined functions and original
functions in the SPM. The solution is suboptimal because the
ILP formulation conservatively assumes that each control
transfer to paged code will result in loading the code into the
execution buffers, while in reality the code may already be
present in the SPM, and thus, does not need to be loaded.
Finally, we run the SPM-optimized application binaries
on real hardware, an ARM1136JF-S processor. The runtime
performance is measured by querying the processor’s
hardware performance counters and is not based on
simulation. The memory access numbers are obtained by
running the applications on our cycle-accurate ARM simulator FaCSim [23]. We explore different L1 instruction
memory configurations consisting of only cache, only SPM,
or a mix of both and compare them in terms of runtime
performance and energy consumption.
We evaluate the proposed technique by running 14
embedded applications both on a cycle-accurate ARM
processor simulator and an ARM1136JF-S core. On the
simulator, the reference case is defined by running the
unmodified application on a four-way set-associative cache.
It is compared to running the application on a direct-mapped
cache and to the proposed demand paging technique on an
SPM of comparable die area. On average, we observe an
improvement of 12 percent in runtime performance and a
21 percent reduction in energy consumption. On the ARM11
board, the reference case is obtained by executing the original
application on the 16-KB four-way set-associative cache. We
compare it to our demand paging solution run on the internal
16-KB SPM, optionally supported by a 4-KB direct-mapped
or the 16-KB four-way set-associative instruction cache. The
measured results show both a runtime performance improvement and a reduction of the energy consumption by
23 percent, on average.
The rest of this paper is organized as follows: Section 2
describes the on demand paging SPM management. Section 3
describes the compile-time optimizations. Section 4 presents
our ILP formulation in detail. Section 5 describes the
experimental setup. Sections 6 and 7 discuss the experimental results obtained on the simulator and the ARM
board. Section 8 lists related work. Finally, Section 9
concludes the paper.

2

VOL. 59,

NO. 8,

AUGUST 2010

RUNTIME SPM MANAGEMENT

The code of an SPM-optimized application binary is divided
into three classes: external, pinned, and paged code. While the
location of external and pinned code is fixed for the duration
of an application’s run, paged code is loaded into the SPM on
demand by a paging manager. This section explains the
paging manager, its data structures and operation in detail.
The postpass optimizer that disassembles the original
application and generates an SPM-optimized binary is
explained in Section 3, and the mixed integer linear
formulation that is used to classify the code is described
in Section 4.

2.1 Memory Organization and Data Structures
At runtime, the SPM-optimized image is first loaded from
permanent storage into the external memory and the SPM.
An SPM-optimized application image contains a small
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The page table. The page table contains one entry for each
function in the paged code segment (Fig. 2b). Each entry
contains the following information about the corresponding
function:
the location of the function in the external memory,
the size, i.e., the number of pages of the function, and
if the function is currently loaded into the execution
buffer, this entry contains the index of the first page
in the execution buffer.
The values of the first two columns of the page table are
computed and initialized by the postpass optimizer at
compile-time. In the example in Fig. 2b, function 1 is two
pages long and is currently loaded into the execution buffer
starting at index 1. Since function 4 is not currently present
in the execution buffer, its execution buffer index is not set.
The paged function table. The postpass optimizer
modifies each control transfer to functions in the paged code
segment to pass through the paged function table (Fig. 2c). This
table thus contains one entry for each call and return to a
function in the paged code segment. Each entry is one
instruction long (i.e., 4 bytes). The contents of a paged
function’s entry change at runtime and depend on the current
location of the paged function as follows: For functions that
currently reside in the execution buffer, the instruction in the
paged function table entry is an unconditional branch to the
current location of the callee in the SPM. This scenario is
called a paged function table hit. In Fig. 2c, functions 1 to 3 are
currently loaded into the execution buffers, thus, their paged
function table entry contains an unconditional branch to the
address of the function in the execution buffer. When a
function does not currently reside in the execution buffer, the
entry in the paged function table contains a SWI (software
interrupt) instruction (function 4 in Fig. 2c). The function’s
index in the page table and a target offset are encoded into the
immediate field of the SWI. The SWI exception is then
intercepted by the paging manager. This scenario is called a
paged function table miss.
The execution buffer page table. This table contains one
entry per page in the execution buffer (Fig. 2d). Each entry
in the execution buffer page table contains the index of the
page currently allocated to the corresponding execution
buffer page. In the example shown in Fig. 2d, the first two
pages are currently occupied by function 1, the third page
.
.
.

Fig. 1. Application image and runtime memory map.

relocation table that indicates the location of the different
code sections. Both the external and the paged code section
are placed in external memory, while the pinned code
section is loaded directly into the SPM (Fig. 1).
The SPM is managed by a paging manager that is linked to
the SPM-optimized application by the postpass optimizer.
The paging manager first loads the pinned code section into
the SPM and then passes control to the application’s main
function. Control transfers to and from functions in the
paged code segment are modified by the postpass optimizer
to pass through the paging manager that will load the
requested function into the SPM on demand.
Fig. 2 displays the runtime memory organization and the
data structures of the paging manager that are used to
manage the dynamic contents of the SPM at runtime. The
actual data structures of the page table, the paged function
table, and the execution buffer are shown shaded. Values
shown in italic are computed at compile-time by the
postpass optimizer. The table indices in Fig. 2b, 2c, and
2d are shown for convenience.
The paged code section. In an SPM-optimized application image, functions that are to be loaded into the SPM on
demand are grouped together in the paged code section. The
example in Fig. 2a shows four paged functions.

Fig. 2. Runtime memory organization and paging manager data structures. The actual data structures of the page table (b), the paged function table
(c), and the execution buffer table (c) are shaded. Values shown in italic are computed at compile-time.
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by function 3, and so on. The paging manager implements a
simple round-robin page replacement policy for the execution buffer. More sophisticated replacement policies, such
as LRU, can obtain lower paged function table miss rates
but increase the complexity of the paging manager and
result in more page manage overhead at runtime.
The execution buffer. The portion of the SPM that
remains unallocated after the pinned code section has been
loaded constitutes the execution buffer (Fig. 2e). The execution buffer resembles a software cache for paged code. To
facilitate allocation (and deallocation) of paged code to
the execution buffer, both the paged code and the execution
buffer are logically divided into uniformly-sized pages. The
minimal SPM allocation unit is thus one page, however,
paged functions may consist of multiple pages.

2.2 Demand Paging
On a paged function table miss, the paging manager first
extracts the function index from the SWI instruction. Using
the function index, it accesses the page table to determine
the location of the function in the external memory, lext , and
the size of the function in pages, s. If necessary, the paging
manager then unloads functions currently residing in the
SPM’s execution buffer in a round-robin fashion until at
least s pages are available. Then, it loads the requested
function from external memory into the execution buffer.
The entry in the paged function table is modified so that
subsequent calls are immediately redirected to the function
residing in the execution buffer as described in the
paragraph above. Similarly, the entries in the paged function
table of functions that are unloaded from the execution
buffer are replaced by an SWI instruction so that calls to the
now nonresident functions will generate a paged function
table miss and trigger reloading the function.
Function calls via function pointers cannot be managed
with an indirect jump to the paged function table since the
target function is not known at compile time. The paging
manager identifies the callee by the control transfer target
address. It then performs a binary search over the page
table to determine if and what paged function is to be
called. If the target function is not a paged function, control
is transferred directly to the target address. Otherwise, if
necessary the paged function is loaded first, and execution
continues from the SPM.
Function returns to paged functions are handled in a
similar fashion. When calling an other function from a paged
function, the return address is modified to point to the correct
entry in the paged function table. On a paged function table hit,
the page table entry already contains the correct return
statement. On a paged function table miss, the paging manager
loads the function into the execution buffer and replaces the
SWI instruction with a jump to the instruction following the
function call. In contrast to function calls where control is
transferred to the first statement of the loaded function, the
return address is usually located somewhere within the
function’s code. For this reason, not only the function index,
but also the offset between the start of the function and the
point of return is encoded into the immediate field of the SWI.
The target address is computed by adding the offset to the
function’s start address.

Fig. 3. The postpass optimizer.

Functions called by different callers, i.e., a paged function
and a pinned function, do not pose any problems since only
the function call of the caller is modified and the actual return
statement in the callee remains unchanged (Section 3.2).

3

COMPILE-TIME OPTIMIZATIONS

Our code SPM management technique with demand paging
loads code segments that have been classified as paged into
the SPM on demand. At compile time, a postpass optimizer
that operates on application binaries including libraries
analyzes the code based on profile information. It then
generates an SPM-optimized application binary containing
a small paging manager that manages the SPM at runtime.
This section describes the postpass optimizer, its optimizations, and the specific code transformations necessary for
demand paging in detail.

3.1 The Postpass Optimizer
A postpass optimizer has several advantages over sourcelevel transformations. First, any binary can be optimized
since access to the source code and recompilation of the
application is not necessary. Second, a postpass optimizer
can perform whole program optimization including libraries, which is virtually impossible at the source level.
Finally, since code layout optimizations are of low-level
nature, postpass code arrangement is well-suited for this
purpose. Fig. 3 displays the organization of our postpass
optimizer framework called SNACK-pop. SNACK-pop is
part of the Seoul National University Advanced Compiler
Tool Kit [24].
The postpass optimizer takes application binaries and
libraries as its inputs. To enable relocation of code and data,
SNACK-pop disassembles the code into basic blocks and
replaces hard-coded offsets of branches and load/store
instructions by relocation information. After the code and/
or data transformations are performed, the postpass
optimizer re-assembles the application by resolving all
relocations and outputs an executable binary. Currently,
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extracts data in local data pools that is referenced from
external functions and places it in the global data section.
The original data is replaced by a reference to the global
data (Fig. 4b).
PC-relative data table accesses. Data accesses to tables
using PC-relative addressing also require special care
because the offset between the instruction accessing the
data and the data itself must not change. This hinders
extraction of natural loops from functions. An example of
such a data table access is shown below
020 add
024 ldrb
...
...
050 dcd
054 dcd

Fig. 4. Constant data extraction from local constant pools.

SNACK-pop supports the ARM instruction set [25], and
input and output files are stored in ARM ELF format.
To generate an SPM-optimized binary with demand
paging, SNACK-pop first runs the unmodified reference
image on a functional instruction set simulator to obtain
instruction and memory traces. It then analyzes the instruction traces to construct the dynamic call/return profiles.
Several profiles and instruction traces can be generated with
different training input sets to get binaries that are not
specifically optimized towards one specific input.
From the execution profiles SNACK-pop then generates
input files for an ILP solver and runs the solver. The storage
class of each function (pinned, external, or paged) is determined by the ILP (Section 4 describes the ILP formulation in
detail). SNACK-pop rearranges the code according to the
result of the ILP and generates an SPM-optimized ELF
binary that also contains the paging manager and its data
structures (see Section 2).
In order to extract natural loops and relocate code at
runtime, special care needs to be taken (a) when arguments
to functions contain references to constant pools and (b) in
the case of jump tables. SNACK-pop handles these two
cases as follows:
Constant data. ARM compilers embed data, so-called
constant pools, in between code sections because of the
limited immediate offsets imposed by the instruction set.
Consider a function foo(), for example, that calls the strcmp()
string comparison function with a hard-coded string as one
of the arguments. The character data of the string is placed
in foo’s constant pool (Fig. 4a). If both foo() and strcmp() are
classified as paged code, then loading strcmp() into the SPM
on demand might cause foo() to be evicted from the SPM.
The argument pointing to the string in foo’s constant pool
would now point to an invalid location in the SPM that does
not contain the string anymore. SNACK-pop, therefore,

r0; pc; #018;
r2; ½r0; . . .

¼ 040

016091981
022051975

The add instruction computes the base address of the data
table (r0=040 since the PC contains the address of the
current instruction þ 8), which is not necessarily identical
to the start address of the actual data (050) to be
accessed. The following ldrb instruction uses the base
address in r0 as the base register for the data access, i.e.,
the table offset is computed relative to the location of the
add instruction. In order to be able to independently move
both the code block containing the add, ldrb sequence as
well as the data block containing the table, SNACK-pop
inserts a symbol to the beginning of the data table, and
adds a relocation object with the correct offset to the add
instruction as follows:
020
024

:datatab
088
08c

add r0; pc; freloc to :datatab-010g
ldrb r2; ½r0; . . .
...

dcd
dcd

016091981
022051975

i.e., the base address of the table access is now computed
relative to the data table, and not relative to the add
instruction any more.

3.2 Call/Return Expansion
To enable demand paging at runtime (Section 2), SNACKpop needs to modify all control transfers to paged
functions. This includes not only function calls but also
function returns to paged functions because the caller (i.e.,
the paged function) may have been paged out during the
execution of the callee and may need to be reloaded into the
SPM when the function call returns.
SNACK-pop identifies all control transfers to paged
functions based on the static call graph. For control transfers
from and to functions classified as external or pinned no code
patching is necessary since the location of the code is fixed
and known at compile-time. Thus, for any pair ðfo ; ft Þ,
where fo denotes the caller and ft the callee that is either
paged or unknown at compile-time (i.e., a call through a
function pointer), SNACK-pop modifies the control transfer
as follows:
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Fig. 5. Call/return expansion for subroutine calls.

Fig. 7. Call/return expansion for branches.

Subroutine calls (Fig. 5). Subroutines are invoked with
the bl target (branch-and-link) instruction. The link
register (LR) is set to the instruction following the branch,
and the program counter (PC) is set to target. When the
callee returns, it sets the PC to the value stored in the link
register (mov pc, lr), and execution continues immediately after the caller’s subroutine invocation (that is, the
branch instruction). SNACK-pop replaces the direct call by
one to the callee’s paged function table entry (Section 2.1). For
static callers, i.e., callers in external or pinned, no further
changes are necessary. If the caller itself is also paged,
however, the control transfer from the callee back to the
caller must go through the paged function table as well
because the caller might not reside in the SPM anymore
when the call returns. SNACK-pop therefore modifies the
call as shown in the bottom right part of Fig. 5. First, the
address of the paged function table entry back to the caller is
loaded into the link register (ldr lr, =L1), then execution
continues at the callee’s paged function table entry. When the
callee returns, control is transferred to said return entry in
the paged function table. If the caller has been paged out
during the execution of the callee, the paging manager
reloads the caller, then, execution continues in the caller.
Subroutine calls via function pointers (Fig. 6). Subroutine calls via function pointers are usually invoked by
manually setting the link register (mov lr, pc) and then
branching to the function pointer stored in a register, b rx
(Note that on ARM systems, the PC contains the address of
the current instruction þ 8). Since the callee is not known at
compile-time, calls via function pointers cannot go through
the paged function table because the postpass optimizer does
not know which entry to access. Instead, such calls are

handled at runtime by the paging manager. For this purpose,
SNACK-pop first pushes the target address of the function
to be called onto the local stack from where it is retrieved by
the paging manager. The function pointer address is then
used as the key in a binary search over all paged functions.
As soon as the callee has been identified, control is directly
transferred to it. Depending on whether the caller itself is a
paged function or not, the return mechanism from the callee
has to be modified in the same manner as shown in the
previous paragraph for subroutine calls.
Branches (Fig. 7). For tail-call optimized function calls
that are encoded as simple branches, SNACK-pop modifies
the branch target to the corresponding paged function table
entry. This transformation is independent of the location of
the caller.
Fig. 8 displays a call/return scenario to a paged function
fooðÞ from a static caller as well as a paged function barðÞ.
Whereas the call to fooðÞ in the static caller simply points to
the paged function table entry of fooðÞ, the one in the paged
function also includes modifying the return address to
point to the paged function table entry of the return from
fooðÞ to the caller barðÞ. Depending on the current location
of the pageable functions, control is immediately forwarded
to the paged function or, if the target function is not
currently present in the execution buffer, it is first loaded by
the paging manager before execution continues. Similarly,
when fooðÞ returns to the static caller, the program counter
is set to the link register. When fooðÞ returns to the paged
caller, the link register contains the address of bar_ret in
the function table.

Fig. 6. Call/return expansion for function pointers.

3.3 Natural Loop Extraction
To most effectively exploit the SPM, the instruction fetches
per word (F P W ) ratio should be as high as possible. Based
on this observation, the postpass optimizer extracts natural
loops from functions. Each natural loop is abstracted into its
own function and the original code is replaced with a
branch to the loop function.
Natural loops (or loop nests) are abstracted as functions
when their dynamic instruction fetch count is bigger than
the static instruction count, i.e., F P W > 1. A loop nest is not
abstracted if its code size exceeds r percent of the total
function size. This is to obtain a higher number of smaller
functions with a high F P W ratio which results in better
solutions of the ILP formulation. We use r ¼ 50.
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Fig. 8. Call/return scenario to a paged function foo().

4

ILP FORMULATION

A simple and intuitive solution to SPM code placement
without paging is mapping it to the 0-1 Knapsack problem
[7], [8], [15], [26]. The objective is to maximize performance
and/or minimize the energy consumed by memory accesses.
Such a 0-1 Knapsack formulation gives an optimal mapping
for SPM. We extend the formulation later to approximate our
demand paging mechanism.

4.1 0-1 Knapsack Problem
The problem is mapped to the 0-1 knapsack problem as
follows: There are N functions in the program. For every
function fi , we denote the size in bytes of fi by Si and the
dynamic number of instruction fetches plus the number of
accesses to the read-only data located within fi by Ai , where
both Si and Ai are integers. The problem to be solved is:
given the SPM size M bytes, what function placement
maximizes the number of instructions fetches and local data
reads from the SPM?
Since SPM (i.e., on-chip SRAM) and external memory
(i.e., SDRAM) differ by an order of magnitude in both
access time and energy consumption, finding the solution to
the 0-1 knapsack problem involves minimizing energy
consumption and maximizing performance simultaneously.
Here we formulate the 0-1 Knapsack problem as a binary
integer linear programming problem whose solution gives
the optimal solution for a static SPM allocation. Similar
formulations are used to map code into the SPM in [7], [8],
[15]. In our formulation, the following symbols are used:
Ai
Si
N

The number of instruction fetches and read-only
data word accesses located in a function fi ;
The size of a function fi in bytes;
The number of functions in the application;

The size of the SPM in bytes;
The energy consumed to fetch an instruction
(or read a word) from the SPM;
The energy consumed to fetch an instruction
(or read a word) from the external memory.

Sspm
Espm
Eext

For each function fi , the binary integer variables Ispm and
Iext are defined by

1; if fi is placed in the SPM
Ispm ðiÞ ¼
0; otherwise;

Iext ðiÞ ¼

1; if fi is placed in the external memory
0; otherwise:

The objective function to be minimized is the total energy
consumption of all memory accesses caused by instruction
fetches:
X
ðIspm ðiÞ  Ai  Espm þ Iext ðiÞ  Ai  Eext Þ;
i¼1;N

Since each function can be placed in only one memory
location (i.e., either in the SPM or the external memory, but
not both),
Ispm ðiÞ þ Iext ðiÞ ¼ 1 for all 0 < i  N;
In addition, the total size of all functions placed in the SPM
must not exceed the size of the SPM
N
X

Ispm ðiÞ  Si  Sspm ;

i¼1

If we intend to maximize performance rather than
minimize energy consumption, we can define Espm and Eext
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as the memory access times to fetch an instruction from the
SPM and external memory, respectively.
The objective function with the above constraints is
solved with an integer ILP solver. The result, i.e., the values
of the binary integer variables denoting the memory
location for each function (Ispm ðiÞ and Iext ðiÞ) are used by
the postpass optimizer to generate the SPM-optimized
application binary (Section 3).

4.2 Extension to Demand Paging
When it comes to demand paging, we have another class of
functions: paged. Functions in this class reside in the external
memory, but are copied into the execution buffer in the
SPM on demand before they are executed. In terms of the
ILP formulation, we define a third memory location called
paged and modify the object function of the ILP. The binary
ILP formulation now becomes a mixed integer linear
programming formulation. First, we define a binary integer
variable Ipaged for paged memory as follows:

1; if fi is in paged
Ipaged ðiÞ ¼
0; otherwise:
The constraints for the execution buffer size and the fact
that the execution buffer must be large enough to hold the
largest paged function are given by:
0  Ibuffer  P  Sspm ;
Ipaged ðiÞ  Si  Ibuffer  P ;
where P is the page size and Ibuffer is a new general integer
variable representing the size of the execution buffer in
page units. The objective function then becomes
X
ðIspm ðiÞ  Ai  Espm þ Iext ðiÞ  Ai  Eext
i¼1;N

þ Ipaged ðiÞ  ½Ai  Espm þ P enaltyi Þ;
where P enaltyi is the energy consumed by copying function
fi from the external memory into the SPM:
P enaltyi ¼ ðCi þ Ri ÞðEspm þ Eext ÞðdSi =P eðP =4ÞÞ
þ Ci Ec þ Ri Er ;
with
Ci
Ri
Ec
Er

Number of calls to fi ;
Number of returns to fi ;
Energy consumed by extra instructions generated
by the call expansion;
Energy consumed by extra instructions generated
by the return expansion.

where P =4 is the number of words in a page, and
dSi =P eðP =4Þ is the total number of words to be copied.
Similar to the formulation in Section 4.1, each function
can be located in exactly one place, which gives the
following constraint:
Ispm ðiÞ þ Iext ðiÞ þ Ipaged ðiÞ ¼ 1 for all 0 < i  N:
In addition, the sum of the sizes of the functions placed
in the SPM cannot exceed the size of the SPM minus the
execution buffer size.

X
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Ispm ðiÞ  Si  Sspm  Ibuffer  P :

i¼1;N

We conservatively assume that a each function in paged
needs to be loaded into the execution buffer whenever it is
called or returned to. In reality, the function might still
reside in the execution buffer. For this reason, our mixed
integer linear programming model produces a suboptimal
solution to the dynamic scratchpad memory allocation
problem. The optimal solution is not computable unless we
know the exact order in which the function calls occur.
To make our demand paging more effective, we break a
function into inner natural loops of a size smaller than a
predefined threshold value St if the outlined function
constructed from a natural loop is too big. In our case,
St ¼ 256 bytes. This makes the execution buffer size smaller
and results in better SPM space utilization.

5

EXPERIMENTAL SETUP

We have evaluated the proposed SPM allocation scheme with
demand paging on a cycle-accurate ARM9 simulator as well
as real hardware, an ARM1136 core. The experiments based
on simulation analyze the performance of our SPM allocation
scheme under tight resource constraints (Section 6), whereas
the board experiments examine how much performance
improvement we get on given hardware in Section 7.
This section describes the benchmark applications and
the energy model.

5.1 Applications
We study the performance and energy consumption of the
proposed SPM allocation scheme with a total of 19 embedded applications. We use multimedia benchmarks from
MIbench [27], MediaBench [28], EEMBC [29], the standard
MP3 decoder [30], a H.264 decoder [31], and a public-key
encryption/decryption tool [32]. We combine six small
applications from MIbench and MediaBench, quicksort,
dijkstra, sha, adpcm-enc, adpcm-dec, and bitcount into one
application called combine to represent an application with
distinct phases. Each of the six applications is executed once.
5.2 Performance Metrics
We use the total execution time as the performance metric
and the total energy consumed by the core and the memory
subsystem as the energy metric. The execution time is
computed by dividing the measured number of core clocks
by the core clock frequency
Ttotal ¼

# core clocks
:
core frequency

The consumed energy is computed by summing up the core
energy, the on-chip memory system with the instruction
data cache, the SPM, the off-chip bus, and the external
memory (SDRAM)
Etotal ¼ Ecore þ
Eicache þ ESP M þ
Eext static þ Eext dynamic :
The core energy is computed by
Ecore ¼ Ttotal  Pcore  fcore ;
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TABLE 1
Per-Word Access Energy and Power Parameters

where fcore is the core frequency in MHz and pcore the power
per MHz parameter from Table 1. The energies consumed by
the cache and the SPM, respectively, are computed by
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TABLE 2
Application Code, SPM, Cache,
Page Manager, and Table Sizes

access, including the values for SDRAM read/write burst.
The cache and SPM access energies were computed for
0:13 m technology using CACTI 3.2 [35]. Access energies for
SPM sizes not a power of two are interpolated. The core
power consumption for a 0:13 m ARM926EJ-S core without
caches was taken from [36], and that for the ARM1136 core
from [37]. The static and dynamic energy of the SDRAM were
computed using the System Power Calculator from [38], and
the bus energy was taken from [39].

Ecache ¼ ecache ðhit þ miss  linesizeÞ;

6

ESP M ¼ eSP M ðread þ writeÞ;

We first evaluate the proposed SPM allocation scheme
under tight resource constraints on a cycle-accurate ARM9
simulator [23]. We show that demand paging outperforms a
static SPM allocation, a four-way set-associative cache, and
a direct-mapped cache.

where ecache , and eSP M are taken from Table 1. Hit and miss
denote the number of hits and the number of misses for the
corresponding memory structures, respectively.
The SDRAM energy is composed of static and dynamic
energy [33]. We have modeled the low power 64 MB
Samsung K4X51163PC SDRAM [34] with a memory bus
frequency fmem ¼ 66 MHz and a supply voltage Vdd ¼ 1:8V .
The static energy consumption, Eext static , includes the
standby power and the power to periodically refresh the
SDRAM cells and is computed by
Eext

static

¼ Ttotal  Pstandby ;

where Pstandby is the static power consumption of the
SDRAM (Table 1). The dynamic energy,
Eext

dynamic

¼ ereadrandom  readrandom
þ ereadburst  readburst
þ ewriterandom  writerandom
þ ewriteburst  writeburst

includes both SDRAM dynamic energy and the memory
bus energy. The energies eread=writerandom=burst denote the perword access energy for a random/burst read/write
access, respectively.
Table 1 lists the values used for the energy calculations.
All energy parameters are the energy required per word (4 byte)

EVALUATION BASED ON SIMULATION

6.1 Experimental Environment
The purpose of the simulated results is to show that our
SPM allocation scheme with demand paging surpasses the
optimal static SPM allocation, a four-way set-associative
cache, and a direct-mapped cache on comparable die area.
For each benchmark, we set the SPM size so that 90 percent
of all instruction fetches go to the SPM with the optimal
static allocation. Once the SPM size has been determined,
we set the sizes of the four-way set-associative and the
direct-mapped cache such that the caches occupy a
comparable die area to the SPM. The SPM is allocated in
512-byte blocks, and the size of the caches is a power of two.
Table 2 shows the on-chip memory configuration: column
two lists the size of the executed code. Column three shows
the SPM size. Columns four and five list the size and die
area in comparison to the SPM of the four-way setassociative cache. Columns six and seven show the same
data for the direct-mapped cache. Column eight shows the
number of paged functions for the allocation scheme with
demand paging. If the number of paged functions is zero,
the ILP produced the identical SPM allocation for the static
and the demand paging allocation schemes. Column nine
shows the number of pages in the execution buffer. The last
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TABLE 3
Access Latencies in CPU Cycles

two columns, finally, list the overhead of the paging
manager (code and static data) and that of the required
runtime data structures (see Section 2.1). For many benchmarks, the required die area of the caches is significantly
bigger than the SPM because we have chosen the next
bigger cache size if the smaller size required less than
90 percent of the SPM area. This is a conservative approach
since it favors the cache.
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The benchmark applications are run on FaCSim [23], a
cycle-accurate ARM core simulator. FaCSim models the fivestage pipeline of the ARM9 core and includes cycle-accurate
models for caches, SPM, the memory management unit
(MMU), translation lookaside buffers (TLB), as well as AMBA
and AIX buses. The external memory and several peripheral
components are also modeled accurately. The CPU core clock
is set to 200 MHz, and the bus clock is 66 MHz. The resulting
access latencies for the different memories are shown in
Table 3. The CPU core energy of an ARM9 core without MMU
and TLBs is assumed to be similar to the 0:13 m ARM7EJ-S
chip that neither contains caches, nor an MMU or TLBs
(Table 1). The energy consumption of the cache, SPM, and
external memory are computed as shown in Section 5.2.

6.2 Results
Figs. 9 and 10 compare the normalized energy consumption
and the normalized die area of the reference case, denoted
cache_4way and obtained by running the benchmark on a
four-way set-associative cache, to a setup with a directmapped cache (denoted cache_direct), and to the optimal
static (static) and the demand paging (paging) SPM allocation technique run on a core with scratchpad memory only.

Fig. 9. Normalized energy consumption and normalized die area for the reference image with a four-way set-associative cache, cache_4way,
compared to a direct-mapped cache, cache_direct, and the optimal static, nloop, and the proposed SPM allocation technique with demand paging,
paging.
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Fig. 10. Normalized energy consumption and normalized die area for the reference image with a four-way set-associative cache, cache_4way,
compared to a direct-mapped cache, cache_direct, and the optimal static, nloop, and the proposed SPM allocation technique with demand paging,
paging.

The application image used for the cache_4way and the
cache_direct configuration is the unmodified application
binary as generated by an ARM compiler. The SPMoptimized image in the nloop configuration is generated by
applying the optimal static SPM allocation after natural loop
extraction with our postpass optimizer (Sections 3 and 4.1).
Similarly, the SPM-optimized image for the paging configuration is produced by solving the ILP with the extension to
demand paging as described in Section 4.2. The sizes for the
four-way set-associative and direct-mapped cache and the
SPM are shown in Table 2.
The normalized energy consumption in Figs. 9 and 10
shows the energy consumption of the processor core and
the memory subsystem. Each bar is normalized to the value
of the reference case, cache_4way. In each bar, CPU core
represents the amount of energy consumed by the CPU
core. SDRAM is the amount of energy consumed by the
external memory and includes both static and dynamic
energy. For configurations with a cache, icache stands for
the instruction cache energy consumption, and for configurations with an SPM, SPM denotes the energy consumed
by the scratchpad memory.

Since CPU core is obtained by multiplying the (constant)
CPU core power consumption by the runtime, CPU core is
proportional to the execution time. Thus, the height of CPU
core also represents the execution time of each case relative
to the execution time of the reference case.
Figs. 9 and 10 show that for most benchmarks, the SPM
achieves a significant reduction in energy consumption. This
is thanks to the faster runtime and the reduced energy
consumption of the on-chip memory system. Additionally,
the number of external memory accesses, and thus, the
overall runtime, can be lowered considerably for some
benchmarks that contain a lot of local data accesses to local
data pools (containing constant values or pointers to global
variables) since our technique allocates those pools to the
SPM as well whereas with a cache accesses to the local data
pools often go to external memory due to the relatively short
cache line. For unepic, the direct-mapped cache outperforms
the static as well as the dynamic SPM allocation because the
size of the direct-mapped cache (4 KB) is bigger than the
SPM size (3.5 KB). For pgpd, both the cache size as well as the
SPM size are relatively small (512 B and 1 KB, respectively).
For such small sizes, caches with their small linesize of 16 or
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TABLE 4
Simulated Energy Consumption and Runtime Performance

32 bytes are better able to map the hot code than SPM
allocation schemes that operate on much bigger chunks of
code (in our case, the minimal unit for static placement is a
function).
Table 4 summarizes the runtime performance and
energy consumption of cache_direct, static, and paging
relative to the reference case, cache_4way. All three cases
outperform the reference case. The direct-mapped cache
runs, on average, 9 percent faster and requires 16 percent
less energy. The optimal static SPM allocation runs 6 percent
faster and reduces the energy consumption by 14 percent.
The proposed dynamic SPM allocation technique with
demand paging, finally, outperforms all other cases and
achieves a reduction of 12 percent in runtime performance
and 19 percent in energy consumption. In our configuration, the direct-mapped cache outperforms the static
SPM allocation. This is not a contradiction to earlier results
that show that for similar die area requirements the optimal
static SPM allocation outperforms a cache because in our
setup, on average, the size and the die area of the directmapped cache are 5 percent, respectively 20 percent larger
than those of the SPM (Table 2).

7

EVALUATION ON THE ARM1136 CORE

In this section, we evaluate the proposed SPM allocation
scheme on real hardware, an ARM1136JF-S processor, and
show that the demand paging technique achieves significant
energy savings and runtime performance improvements.

7.1 Experimental Environment
While in the previous section we have shown that the
dynamic SPM allocation scheme with demand paging
performs well under tight resource constraints, in this
section we examine the performance of the proposed
scheme on an ARM1136JF-S processor. The ARM1136JF-S’
L1 memory system consists of a 16-KB four-way setassociative cache and a 16-KB SPM on the instruction as
well as on the data side. Both the cache and the SPM have an
access latency of one cycle. We use ARM’s RealView
Emulation Baseboard with an ARM1136JF-S core tile [37].
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The CPU core clock is set to 280 MHz and the core-clock-tobus-clock divider is set to 14.
We run each benchmark in four different configurations: 16-KB four-way set-associative cache, 16-KB SPM,
16-KB SPM plus 4-KB direct-mapped cache, and 16-KB
SPM plus 16-KB four-way set associative cache. To obtain a
4-KB direct-mapped cache, we disable three of the four
ways of the instruction cache. The data cache and the
MMU are turned off in all configurations.
The runtime performance of each configuration is
measured by directly reading the CPU’s performance
counters. The memory access numbers are obtained from
a functional simulator. The ARM1136JF-S core power
consumption is listed in Table 1. The on-chip and off-chip
memory system energy consumption is computed as shown
in Section 5.2.

7.2 Results
Fig. 11 compares the normalized energy consumption and
runtime performance of the reference case, denoted
16K Icache and obtained by running the benchmark on the
16-KB four-way set-associative instruction cache, to a setup
with the 16-KB SPM only (16K SPM), to the 16-KB SPM with
a 4-KB direct-mapped cache (denoted 4K Direct-IC+16K
SPM) and the 16-KB SPM with the 16-KB four-way setassociative instruction cache (16K IC+16K SPM). In the
16K Icache setup, the original reference image is used. For
the configurations with SPM, we have generated the
benchmarks images applying the proposed dynamic SPM
allocation scheme with demand paging.
The normalized energy consumption shows the energy
consumption of the processor core and the various
memories. Each bar is normalized to the value of the
reference case, 16K Icache. In each bar, CPU core represents
the amount of energy consumed by the CPU core. SDRAM
is the amount of energy consumed by the external memory
and includes both static and dynamic energy. For configurations with a cache, icache stands for the instruction
cache energy consumption, and for configurations with an
SPM, SPM denotes the energy consumed by the scratchpad memory. The runtime is measured directly on the
board and is reflected by the height of CPU core.
Unfortunately, it is not possible to measure the energy
directly on the evaluation baseboard because the various
components cannot be measured independently. Furthermore, the evaluation board is not built for low-power, so
the power consumption by the core and memory system is
too small in comparison to the total board power
consumption to be significant. We have therefore computed the energy consumption of the core and the memory
subsystem analytically.
Fig. 11 shows that for all benchmarks a significant
improvement in runtime performance can be achieved by
substituting the instruction cache with an SPM. Since the
instruction cache miss ratio is already very low for most
benchmarks, the runtime improvements stem not only from
the reduced cache misses but also (and mostly) from reads
to local data pools that go to the SPM. For most benchmarks, the presence of a 4-KB direct-mapped or a 16-KB
four-way set-associative cache does not improve performance further because most of the instruction fetches can be
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Fig. 11. Normalized energy consumption and runtime performance for the reference image with a 16-KB four-way set-associative cache, 16K Icache,
compared to 16-KB SPM, 16K SPM, a 16-KB SPM plus a 4-KB direct-mapped cache, 4K Direct-IC+16K SPM, and a 16-KB SPM with a 16-KB fourway set-associative cache, 16K IC+16K SPM.

covered by the (in comparison to the benchmarks) relatively
big SPM. Notable exceptions are h264 and mp4e. Not
surprisingly, these are two of the biggest benchmarks with
code sizes well beyond 16 KB.
Table 5 summarizes the runtime performance and
energy consumption of 16K SPM, 4K Direct-IC+16K SPM,
and 16K IC+16K SPM relative to the reference case,
16K Icache. The energy consumption is clearly dominated
by the runtime performance. The 16-KB SPM case runs, on
average, 23 percent faster and consumes 23 percent less
energy. The configurations with 4-KB direct-mapped and
16-KB four-way set-associative cache achieve a reduction in

runtime performance and energy consumption of 24 percent, on average. This difference is mostly caused by h264
and mp4e which both profit most from the added cache.

8

RELATED WORK

Steinke et al. [14] proposed a technique that dynamically
copies code sections into the SPM. At selected program
points, they insert copying function calls that copy a
corresponding program part (i.e., a loop or a function
body) into the SPM. Their technique automatically selects
the copy points and program parts that can be active at the
same time in the SPM. After determining the candidates for
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TABLE 5
Board Energy Consumption and Runtime Performance

copy points and program parts, they compute energy costs
and select an optimal set of program parts for dynamic
copying by solving an ILP problem. Verma et al. [18]
proposed a technique to share the SPM between various
memory objects (e.g., global variables, nonscalar local
variables, and code segments) using the overlay technique.
Their approach is capable of handling both instructions and
data in a dynamic way at the same time. They perform
lifetime analysis on memory objects by analyzing memory
traces to assign the SPM space. The memory objects are
copied into the SPM when they are required.
While the approaches in [14] and [18] require the
application’s source code, our approach requires only object
code or binary code. The SPM space is shared between
functions and loops in the whole program, including
libraries, resulting in better utilization of the SPM space.
Automatic code overlay [40], [41] could be used with our
approach instead of demand paging. However, automatic
code overlay incurs a code copy cost, and it requires the
SPM size to be greater than the sum of the function sizes in
the application’s maximum call chain.
Recently, Janapsatya et al. [19] proposed a dynamic SPM
allocation strategy based on the so-called concomitance
metric. Concomitance is a measure to indicate how temporally related two code blocks are. The concomitance is
computed based on profiling information, and the resulting
dynamic SPM allocation is evaluated using several energy
models without producing a running version of the SPMenabled application.
In [10], Egger et al. proposed a dynamic SPM management technique for systems with virtual memory. A
postpass optimizer groups code that is to be run from the
SPM into pages and places them in a special memory
region. At runtime, the memory management unit’s page
fault exception mechanism is used to track the course of the
program and copy the code to the SPM on demand.
Beyond these dynamic approaches, some studies have
been done on static code mapping to SPM. Steinke et al. [15]
proposed a static and optimal selection algorithm. The
algorithm selects beneficial program parts (e.g., basic
blocks) and variables that can be placed in the SPM to save
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energy. Their mapping problem is formulated as a
Knapsack problem. Angiolini et al. [6], [7] proposed a
postpass and static approach, based on dynamic programming, to find an optimal set of frequently accessed
instruction blocks to map to the SPM. Their formulation is
a variant of the Knapsack problem, which considers extra
instructions to relocate the code blocks. Verma et al. [18]
proposed a static algorithm and an ILP formulation that can
be applied to embedded systems with caches in addition to
SPM in order to reduce the energy consumed by instruction
fetches. Our approach is different from the static solutions
in that we focus on a dynamic code placement technique
that is based on demand paging and an approximated
mixed ILP formulation.
Many studies on SPM management techniques focus on
assigning data objects to the SPM statically or dynamically.
Udayakumaran and Barua [16] proposed a compiler algorithm for dynamically managing the SPM to place global
and stack variables. Avissar and Barua [8] proposed a static
data partitioning algorithm between SPM and external
memory to improve performance. Their technique is based
on a binary ILP formulation. Francesco et al. [11] proposed a
runtime mechanism that uses direct memory access (DMA)
engines to reduce the cost of dynamically copying data to
the SPM and provides an application programmer’s interface (API) to utilize them. Kandemir et al. [12], [13] proposed
a compiler technique based on loop transformations that
dynamically manages SPM for arrays. Panda et al. [42]
introduced techniques to partition on-chip memory into
SPM and cache areas. To improve performance, they
statically assign critical data in the program to the SPM.

9

CONCLUSION

This paper proposes and evaluates a dynamic code SPM
management technique with demand paging for embedded
processors. In a fully automated process, a postpass
optimizer generates optimized binaries that load frequently
executed code into the SPM on demand. The code
placement is based on a mixed ILP formulation for an
extended Knapsack problem.
We have evaluated the proposed dynamic SPM management technique on a cycle-accurate simulator as well as an
ARM1136JF-S processor with 14 embedded applications,
including an H.264 video decoder, an MP3 decoder, an
MPEG-4 video encoder/decoder, and a public-key encryption/decryption tool. Run in a resource-constrained environment, the simulated results show the superiority of the
demand paging technique over a four-way set-associative
cache, a direct-mapped cache, and the optimal static SPM
allocation. Compared to the set-associative cache, the
dynamic SPM allocation technique with demand paging
achieves a 12 percent improvement in runtime and a
19 percent reduction in energy consumption, on average.
The results obtained on the ARM1136JF-S processor confirm
the simulated results. Compared to the 16-KB four-way setassociative cache, the SPM-optimized benchmarks run
23 percent faster and consume 23 percent less energy, on
average.
Our results show that using SPM with compiler
assistance increases both performance and energy savings

EGGER ET AL.: SCRATCHPAD MEMORY MANAGEMENT TECHNIQUES FOR CODE IN EMBEDDED SYSTEMS WITHOUT AN MMU

for embedded systems compared to the case using instruction caches. For resource constrained systems, processors
with instruction SPM combined with postpass optimization
techniques are thus a promising alternative to processors
with instruction caches.
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